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Abstract—As cloud systems evolve to support data-intensive,
AI-driven applications, Cloud DevOps must now address secure
computing and intelligent workflow automation. However, edu-
cational platforms rarely offer hands-on training in emerging
but niche areas such as Confidential Computing and MLOps
within AI-driven scientific workflows. To fill this gap, we enhance
an existing free, application-inspired Cloud DevOps learning
platform with two new modules. One of the modules teaches
secure data processing using Trusted Execution Environments
via an open-source Confidential Computing framework, while
the other guides learners through managing Active Learning
pipelines using MLOps tools like MLflow on AWS. The modules
are grounded in real-world use cases such as secure messaging in
untrusted networks and reproducible AI workflows and provide
practical skills for integrating AI and security into DevOps.
We show integration of the modules into a broader curriculum
and evaluate them on feasibility, DevOps lifecycle coverage, and
instructional quality. Continued student retention in workshop
sessions and self-assessed knowledge gains by students highlight
that the platform effectively improves learners’ skills for secure,
scalable, AI-enabled scientific workflows.

Index Terms—E-learning, Cloud and DevOps, AI Workflows,
Confidential Computing, Active Learning

I. INTRODUCTION

Modern scientific research is undergoing a paradigm shift
fueled by large-scale data generation and the increasing in-
tegration of Artificial Intelligence (AI) into scientific work-
flows [1]. From healthcare and environmental modeling to
bioinformatics and material science, scientific discovery in-
creasingly relies on complex, cloud-hosted infrastructures ca-
pable of supporting intelligent and secure data processing
pipelines [2] at scale. In this context, the adoption of DevOps
principles centered on automation, reproducibility, monitoring,
and continuous integration/deployment has become critical to
operationalizing AI and data workflows at scale [3]. How-
ever, the educational ecosystem has not kept pace with this
transformation due to a lack of hands-on learning experiences.
While DevOps training platforms have expanded in recent
years, most offerings continue to focus on traditional CI/CD
pipelines, infrastructure as code, and container orchestration;
few environments provide cohesive, hands-on learning that
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teaches students how to build and manage end-to-end AI-
driven scientific workflows using modern Cloud DevOps tool-
ing.

In our previous work [4], we introduced the Mizzou Cloud
DevOps (MCD) platform, a free, self-service learning en-
vironment designed to provide open access to DevOps ed-
ucation through application-inspired modules. The platform
enables students to learn foundational DevOps tools such
as Kubernetes1, and Jenkins2 through real-world use cases
spanning domains like healthcare, cybersecurity, and logistics.
The platform hosts ten modules where the first eight modules
were designed to provide a breadth of practical DevOps
knowledge on concepts like containerization, monitoring, and
cloud orchestration using Amazon Web Services (AWS)3,
Amazon’s on-demand public cloud offering over 200 services
across global regions such as EC2 (compute) and S3 (storage),
as well as the Pacific Research Platform (PRP) Nautilus4, a
federated Kubernetes–based research/education platform under
the National Research Platform, and Chameleon Cloud5, a
reconfigurable testbed for systems research supported by the
National Science Foundation.

To meet the growth of AI-related DevOps needs in scientific
workflows, we extend the MCD platform by designing and
integrating two new advanced modules:
• Confidential Computing to Secure Data Processing Using

Certifier Framework: This module allows learners to utilize
Trusted Execution Environments (TEEs) [5] and attestation
mechanisms [6] using the Certifier Framework [7] for secure
data processing related to machine learning (ML) models at
the edge.

• MLOps using MLflow for AI-based Scientific Workflows:
This module leverages Active Learning (AL) [8] and demon-
strates how MLflow [9] can be used to manage scalable AI
pipelines in scientific computing contexts.
Addressing these gaps is crucial for training the next

generation of engineers and researchers who must deploy AI
systems securely, efficiently, and reproducibly. We follow a
scaffolded instructional design model, where each module be-

1https://kubernetes.io/
2https://www.jenkins.io/
3https://aws.amazon.com/
4https://nationalresearchplatform.org/
5https://chameleoncloud.org/



gins with a pre-lab survey to assess student knowledge levels,
proceeds through self-paced lab exercises using cloud-native
tools, and concludes with a post-lab technical assessment to
measure learning gains. This structure supports formative and
summative assessments, learner self-awareness, and allows
instructors to configure, monitor, and reuse these modules via
the platform’s backend. Students not only practice with tools
such as the Certifier Framework and MLflow, but also learn
to adopt Cloud DevOps in the context of secure, data-centric
AI systems.

This paper presents the design, integration, and evaluation
of these two new modules in the broader context of the
MCD platform. We evaluate them along (1) empirical learning
outcomes based on student pre- and post-assessment results,
and (2) the quality of instructional content and integration into
the platform. The goal of our evaluation is to show that the
new modules address current gaps in DevOps education and
equip students with skills needed to design and deploy scalable
AI pipelines.

The remainder of this paper is organized as follows. Sec-
tion II gives a background of the MCD platform, Section III
discusses related work, Section IV details the new learning
modules, Section V presents the evaluation results, and Sec-
tion VI concludes the paper.

II. BACKGROUND

As introduced in our prior work [4], Mizzou Cloud DevOps
(MCD) is an online self-learning platform that offers modular,
cloud-native labs designed to train students, instructors, and
engineers in practical DevOps skills across public and research
cloud infrastructures. The platform previously featured eight
foundational learning modules as shown in Fig. 1, each de-
signed around real-world application scenarios to teach prac-
tical DevOps skills. These include: (1) Kubernetes with Visual
Cloud Computing App, (2) Software Defined Networking with
Cyber Defense App, (3) Edge Computing with K3S, (4) CI/CD
with Jenkins for Data-intensive Web Apps, (5) VMware Tanzu
for Kubernetes Cluster Management, (6) Ansible for Infras-
tructure as Code with Cybersecurity Ops App, (7) Kubeflow on
AWS for Smart Scheduling App, and (8) Prometheus/Grafana
on AWS with Video Transmission App.

A. Technical Prerequisites

Each lab module is self-contained, and modules need not
be completed in a fixed sequence. The platform uses AWS,
Google Cloud Platform (GCP), Nautilus, and Chameleon for
infrastructure, and tools like GitHub6, and Docker7, and for
deployment and access control. We expect students to have ba-
sic familiarity with Linux and Python, while prior experience
with advanced tools (e.g., Kubernetes, KubeFlow, Ansible) is
not required.

B. MCD Platform Components

At the core of the platform is a user-friendly web portal
offering GitHub-based login and tailored views for instruc-

6https://github.com/
7https://www.docker.com/

tors and students. Instructors manage content and track stu-
dent progress using responsive dashboards that visualize key
telemetry metrics such as activity timelines, module comple-
tions, and assessment scores, enabling data-driven decisions
to refine course delivery. Students use the same portal to
explore modules, complete labs, and receive feedback in an
accessible, engaging interface. The grading is automated and
powered by a Spring Boot-based API suite, which evaluates
multiple-choice answers, assigns weighted scores, and awards
knowledge-level medals — Gold, Silver, and Bronze — de-
rived from Bloom’s taxonomy knowledge-dimension concepts
[4], along with peer rankings to encourage motivation. To
recognize progress, students also earn shareable digital cre-
dentials, making it easy to highlight skills on platforms like
LinkedIn.

Fig. 1: Mapping of research-inspired applications to various DevOps
practices and tools performed in public and research cloud platforms.

C. MCD Platform Features
The MCD platform is crafted to be adaptable, aiding

students in their learning journey and fostering the develop-
ment of fresh insights across a spectrum of cloud services.
It presents the following attributes to optimize its efficacy
in providing practical student training for both conceptual
understanding and skill enhancement:
• Modular Course Catalog: Ten hands-on modules featuring

open Cloud DevOps technologies such as Kubernetes, Jenk-
ins, Prometheus, Grafana, MLflow, etc.

• Instructor-Editable Content: A web-based course editor al-
lows instructors to modify labs via an interface.

• Application Use Cases: Labs modeled on real-world sce-
narios like edge computing, bioinformatics pipelines, and
network security tasks.

• Student-Centric Design: Markdown-based manuals with
step-by-step tasks, chapter navigation, and copy-paste-ready
code blocks simplify setup.

• Scalability: Resources that scale on demand, from single-
user setups to large class deployments via portable Docker
containers.

• Progress Tracking: A gamified dashboard that displays
student badges (Gold/Silver/Bronze) and peer rankings to
encourage engagement.



D. Instructor Adoption Guide

The MCD platform’s multi-tenant architecture provides ded-
icated dashboards for both students and instructors, allowing
independent course management across institutions. This has
been validated through pilot deployments at the University
of Missouri’s Industrial & Systems Engineering department
and at Florida Gulf Coast University’s Computing & Software
Engineering department.

Setup requires only a standard web browser and cloud cre-
dentials. Module-specific dependencies (e.g., Certifier Frame-
work, Conda) are installed within provisioned cloud environ-
ments during the lab. Estimated student time-on-task is ap-
proximately three hours per module. To mitigate cost barriers,
modules support both public and research cloud deployments;
instructors may use their own cloud credits or collaborate with
the MCD team to access research cloud allocations at no cost.

III. RELATED WORK

The integration of DevOps principles into cloud-based sci-
entific workflows has gained increasing attention in recent
years. Numerous studies have shown how Cloud DevOps
frameworks improve scientific computing’s automation, scal-
ability, and reproducibility. To situate our contribution, we
consider related efforts across DevOps-in-education platforms,
MLOps for AI workflows, and research/testbed cloud envi-
ronments. In order to promote experiment reproducibility in
computer science applications, recent work [10] presented a
Cloud DevOps infrastructure that combines CI/CD pipelines
with versioned container environments. More recent efforts
have since tried to deliver portable pipelines with minimal
effort [11] by expanding this with a cross-environment frame-
work that combines technologies such as Git, GitLab CI/CD,
and container orchestration for on-premises, HPC, and cloud
systems. Together, these platforms emphasize CI/CD and
orchestration but seldom combine them with secure AI-driven
scientific workflows or embedded assessment at scale which
informs our hands-on scaffold design.

Moreover, although management and automation systems
have improved, practical complexity still exists. The authors
in [12] examined Stack Overflow and GitHub conversations
and revealed that the majority frameworks still have problems
with poor usability, manual intervention, and unpredictable
behavior. Similarly, the authors in [13] identify incomplete
tracking of program dependencies, data versions, and param-
eter provenance as a major unresolved challenge for repro-
ducibility in ML systems. Industry platforms highlight that
AI workflows are more difficult to scale, retrain, and manage
without DevOps-based orchestration. Consequently, there is a
need for standardized instructional designs that pair technical
mechanisms with measurable learning objectives.

Established frameworks such as CALMS8 (Culture, Au-
tomation, Lean, Measurement, Sharing) and DORA9 perfor-
mance indicators such as deployment frequency, lead time for
changes, etc., provide a common lens for evaluating DevOps

8https://www.techtarget.com/whatis/definition/CALMS
9https://www.atlassian.com/devops/frameworks/dora-metrics

practice. For AI-related workflows, DevSecOps/MLOps ex-
tend this alignment to cover data versioning, model registries,
policy enforcement, and runtime protections using technolo-
gies such as Confidential Computing [14], which become
especially important when operating across public clouds such
as AWS and GCP, and research clouds such as PRP Nautilus
and Chameleon Cloud.

In cloud-based DevOps processes involving scientific work-
flows, CC, which allows the use of TEEs, has become a vital
tool for safely managing sensitive data, especially while data is
in use [15]. The integration of CC into safe AI-driven systems
has shown tremendous potential in recent years. To demon-
strate CC successfully protecting privacy in intricate cloud-
edge collaborative computing scenarios, the authors in [16]
created a thorough framework that combines AI, Generative
Adversarial Networks, TEEs, tiny data centers, and cloud-
oriented DevOps. Their work highlights methods to implement
safe AI pipelines using integrated DevOps approaches, with
a focus on integrating DevOps automation to execute secure
workflows.

Similar to CC, Active Learning (AL) has also gained
significant interest as a vital tool to improve the efficiency and
adaptability in scientific workflows. In one of the recent works,
authors [17] describe a framework for detecting anomalies
in workflow executions that is motivated by AL. The solu-
tion selects low-confidence regions dynamically to produce
new experiments with fewer labels. Similarly, [18] highlights
how AL supports runtime optimization, fault detection, and
resource management in scientific pipelines where labeled data
is minimal.

In parallel with advancements in AL techniques, there has
been emphasis on MLOps as an essential field for carrying out
AI operations. The work by [19] provides a comprehensive
survey of MLOps best practices and maturity models that
enhance reliability and scalability of ML systems by em-
phasizing automation, versioning, and continuous monitoring
for production lifecycle management. The authors in [20]
identify cloud-native CI/CD, model monitoring, and drift de-
tection frameworks as central components of modern MLOps
pipelines that ensure robust model deployment and ongoing
performance evaluation across environments and workloads.

These interesting works towards CC and AL have increased
their adoption. However, they fail to provide a scalable and
easily configurable environment for learning these technolo-
gies. Existing educational platforms still need integrate Cloud
DevOps training covering technologies such as MLOps and
CC. Researchers must have the practical skills necessary to
implement scalable, secure, and repeatable machine learning
pipelines using public and research cloud infrastructure. By
catering to this educational gap, we can speed up scientific
research, increase the credibility of AI-driven studies, and
better educate students.

IV. CLOUD DEVOPS LEARNING MODULES

The MCD platform delivers its Cloud DevOps curricu-
lum through a series of hands-on research-driven labs. Each
module is designed to introduce students to core DevOps
tools and practices, such as Kubernetes, Jenkins, and Software



Defined Networking, while grounding instruction in real-world
application scenarios spanning domains like video processing,
cyber defense, and healthcare automation. The modules com-
bine conceptual review with hands-on cloud-based exercises,
culminating in technical assessments that provide students
with performance feedback in the form of knowledge medals.

As shown in Figure 1, the first eight modules spanned
a range of research-inspired applications, as well as had a
significant impact on DevOps practices in scientific workflows.
Note that these modules have been detailed in prior work [4],
and this paper presents two new additions: Module 9 on Con-
fidential Computing and Module 10 on MLOps for scientific
workflows. These modules mark a significant extension of the
platform’s capabilities, enabling students to explore emerging
challenges in secure data processing related to ML models,
and AI pipeline deployment.

A. Confidential Computing to Secure Data Processing Using
Certifier Framework

1) Technology: This module introduces students to the
principles of privacy-preserving CC using the Certifier Frame-
work [7], equipping them with practical skills to design and
reason about secure systems in environments. Specifically,
it provides students with hands-on experience in deploying
secure scientific workflows and understanding how TEEs or
their software equivalents can enhance data privacy in sensitive
domains such as bioinformatics.

TEEs are specialized secure areas within modern processors
that provide hardware-enforced isolation for code and data.
Examples of TEEs include Intel SGX [21], ARM TrustZone10,
etc. TEEs form the foundation of CC, a technology paradigm
aimed at protecting data not only at rest or in transit but also
while it is being processed.

CC is increasingly important in environments where sen-
sitive data and programs must be processed in untrusted or
shared infrastructures, such as public clouds, or at volunteer
edge environment, to prevent data leakage or tampering of
the program during execution. The Certifier Framework fills
this gap by implementing key principles of CC through a
software-based trust model, and allowing users to explore
secure computation without requiring access to hardware-
based TEEs. It emulates core CC capabilities such as isolated
execution, remote attestation, and secure identity management.
Confidentiality is achieved by issuing cryptographic identities
to components, enforcing fine-grained policy-based access
control to restrict data flow based on security requirements,
and enabling mutual attestation between distributed services to
verify trustworthiness before data or tasks are exchanged. Fur-
ther, the framework offers a practical and accessible platform
for learning and constructing secure workflows, even when
access to physical TEEs may be limited or unavailable.

2) Platform: The lab is deployed on AWS EC2 instances
that offer flexible and scalable environments for simulating
secure computation workflows. These EC2 machines do not
include hardware TEEs by default, but the Certifier Framework

10https://developer.arm.com/Architectures/TrustZone

Fig. 2: Certifier Framework architecture for secure execution of bioin-
formatics workflows: server enforces security policies, client runs
genomic pipelines (FastQC, BWA/SAMtools, GATK), and outputs
are securely produced via gRPC and TEEs.

provides a simulated environment to practice confidential com-
puting. Students install and configure the Certifier Framework,
along with necessary dependencies such as OpenSSL11 and
Protobuf12, on these machines. These tools are required to
establish encrypted communication between components and
for efficient, structured data serialization between client and
server components, thus forming the backbone of secure com-
munication and policy enforcement in the lab environment.

The client and server components, as shown in Fig. 2, are
encapsulated in Docker containers, which communicate over
a secure channel using the framework’s identity and policy
mechanisms. This setup enables the simulation of secure work-
flow execution between mutually trusted endpoints in a cloud-
native environment. This architecture enables secure execution
of bioinformatics workflows using the Certifier Framework.
A python-based controller manages server and client VMs,
where the server enforces security policies, and the client
runs genomic pipelines. Outputs are generated through gRPC-
based13 communication between the client-side bioinformat-
ics workflow and the policy-enforced protected application,
demonstrating an enclave-style trust boundary implemented
using the Certifier Framework.

3) Application Use Case: We demonstrate CC for four
simplified genomic data analysis workflows: a) Sequence
Quality Control (FastQC14), b) Read Alignment (BWA15,
SAMtools16), c) Indel Calling (GATK17), d) SNP Calling
(GATK). These workflows are amongst the most useful bioin-
formatics analytics processes. For example, Sequence Quality
Control checks the quality of the raw genomic sequencing
data. It removes errors, low-quality reads, or contaminants
that could mislead later analysis. Once the data is clean, the

11https://www.openssl.org/
12https://protobuf.dev/
13https://grpc.io/
14https://www.bioinformatics.babraham.ac.uk/projects/fastqc/
15https://bio-bwa.sourceforge.net/
16http://www.htslib.org/
17https://gatk.broadinstitute.org



DNA fragments are aligned to a known reference genome,
such as the human genome, using read alignment step that
shows where each genomic fragment belongs. After alignment,
the pipeline looks for genetic differences, such as Single
Nucleotide Polymorphisms (SNPs) [22], which track changes
at a single position in the DNA sequence, and Insertions and
Deletions (Indels), which track small additions or losses of
DNA letters.

In this module, these pipelines are purposefully modeled
within a client-server architecture, where the client initiates
secure communication requests to a server using certifier
service APIs. The server, after attestation and verification
of the identity of the client, allows the orchestration of the
selected workflow in the client containers inside a simulated
enclave. This client-server model enables better modularity
and scalability of secure workflows. In this design, the client
executes the workflow while the server provides authentication
and attestation services. This separation of duties mimics a
common cloud-edge security model and demonstrates how
mutual trust is established in CC environments. All client-
server communication is authenticated and governed by the
Certifier Framework’s policy engine.

B. MLOps with MLflow for AI-based Scientific Workflows

1) Technology: This module implements an Active Learn-
ing (AL) pipeline for factuality detection using the MBFC
(Media Bias/Fact Check) scrubbed psychometric dataset18.
AL is a machine learning technique that allows the model
to determine which unlabeled samples it is most uncertain
about and send those samples for human annotation. AL
can achieve high accuracy with far fewer labeled examples
by focusing expert effort on the most informative samples
for training. The pipeline uses a transformer-based language
model, DistilBERT [23], to train the baseline model and
integrates two core AL sampling strategies to effectively select
data points for annotation. Sampling is essential in AL because
it determines which unlabeled data will provide the most
value when labeled. The visualization and tracking process
for the whole pipeline is managed by MLflow [24], which
logs experiment parameters, metrics, models, etc, providing
a streamlined comparison across different AL iterations and
strategies.

2) Platform: The pipeline is deployed on AWS EC2 in-
stance, specifically utilizing the g4dn.xlarge instance type
with NVIDIA T4 GPU support to help with the training of
the transformer models. The development environment runs
on Ubuntu Linux, and the dependencies are managed using
a Conda environment19. MLflow is hosted locally within the
EC2 instance and is accessed by a dedicated port for real-time
monitoring of the experiments and their results.

3) Application Use Case: As shown in Fig. 3, the appli-
cation focuses on building an AL pipeline to detect factuality
levels in online news content using MBFC scrubbed dataset.
The goal is to classify the news sources into one of the
three factuality categories: high, mixed, or very high, while

18https://www.kaggle.com/datasets/disi3r/scrubbed-mbfc-dataset
19https://docs.anaconda.com/

Fig. 3: AL workflow architecture on AWS EC2, with baseline and
AL models trained and checkpointed on the MBFC dataset; model
performance tracked via MLflow across various sampling strategies.

minimizing the labeling effort, which is typically required
in traditional supervised learning. The workflow used in this
module consists of multiple stages: (1) Data Preprocessing
and Label Encoding, (2) Training the Baseline Model using
DistilBERT, (3) Active Learning with Uncertainty Sampling,
and (4) Active Learning with Diversity Sampling Model
checkpoints are created at each stage of the training process
to maintain the model’s state and enable evaluation or restart
at key points. These checkpoints are especially crucial for
enabling repeatability in experimental setups and evaluating
the performance of baseline versus active learning methods.
The application has two components: a model trainer and
an experiment tracker. Both components are implemented
using Python scripts, and they communicate using the MLflow
tracking framework, which records the visualization metrics,
parameters, and model artifacts.

V. EVALUATION

This section assesses the effectiveness of the two newly de-
veloped modules quantitative assessment of knowledge gains
and a qualitative assessment of module usability. Specifically,
we focus on empirical learner data and expert instructor feed-
back. Towards this, we assess a) empirical learning outcomes
based on student pre-lab survey and post-lab assessment data,
and b) the instructional design quality and qualitative feedback
including improvement suggestions from domain experts.

A. Knowledge Growth Study
The modules were delivered at the University of Missouri–

Columbia (MU) through standalone, open-enrollment work-
shops, as well as a seminar within the Industrial & Systems
Engineering Department (ISE), accessible to enrolled learners
at no cost in both asynchronous and in-class formats. A cross-
disciplinary, multi-level cohort participated, spanning under-
graduate and graduate students from both Computer Science
(CS) and non-CS disciplines across multiple institutions; full
demographic details are summarized in Table I.

Beyond the general platform prerequisites of basic Linux
and Python familiarity, Modules 9 and 10 carry additional
recommended background. For Module 9 (Confidential Com-
puting), familiarity with containerization (e.g., Docker) is rec-
ommended but not required; primer readings and setup guides
are provided for students entering without that background.



TABLE I Participant Demographics and Distribution

Participants Institution Academic Level Field of Study DevOps Experience
MU Non-MU Undergrad Grad Industry CS Non-CS None Basic Advanced

52 34 18 13 21 18 27 25 20 29 3

For Module 10 (MLOps), prior exposure to ML or NLP
concepts is helpful given the use of DistilBERT and Active
Learning, though introductory readings are linked within the
lab to support students with limited prior experience. In both
cases, students with insufficient background had access to
supplementary materials and point-of-contact support. These
scaffolding decisions are validated by the pre-lab survey data
shown in Fig. 4 and 6, which confirm that a substantial portion
of participants entered at Levels 0–1, underscoring the need
for and effectiveness of the scaffolded instructional design.

To quantitatively assess learning gains resulting from
the MCD lab modules, we conducted a pre- and post-
assessment–based knowledge growth study. Each lab module
incorporates a built-in assessment structure consisting of a
pre-lab survey and a post-lab technical assessment, enabling
evaluation of students’ prior knowledge, learning progression,
and instructional impact.

1) Assessment Design and Knowledge-Level Mapping:
Student knowledge levels were categorized using a four-level
ordinal scale (Level 0–3), with level assignments defined
separately for pre-lab and post-lab assessments to reflect dif-
ferences in assessment format while preserving comparability.

Pre-lab surveys were designed to assess participants’ prior
exposure to module-specific tools, platforms, and conceptual
foundations. For the Confidential Computing (CC) module,
pre-lab questions targeted familiarity with cloud platforms,
Confidential Computing concepts, and distributed systems
architectures. For the MLOps module, pre-lab questions as-
sessed prior understanding of machine learning and active
learning fundamentals, cloud platforms, and data visualization
tools. These surveys provided a baseline measure of students’
incoming knowledge across both modules.

Each module included three binary (Yes/No) questions de-
signed to capture prior exposure to relevant tools, platforms, or
concepts. Pre-lab knowledge levels were assigned as follows:

• Level 0: No affirmative responses (no prior exposure)
• Level 1: One affirmative response (minimal familiarity)
• Level 2: Two affirmative responses (moderate familiarity)
• Level 3: Three affirmative responses (advanced familiarity)

Post-lab technical assessments evaluated mastery of core
concepts introduced during each lab through multiple-choice
questions. In the CC module, post-lab assessments focused on
concepts such as TEEs, attestation workflows, secure execu-
tion pipelines, and deployment validation. In the MLOps mod-
ule, post-lab assessments evaluated understanding of active
learning workflows, oracle-based labeling, model confidence
estimation using probability scores, evaluation metrics such
as accuracy, and integration of these components within an
MLflow-enabled MLOps pipeline.

For the post-lab technical assessment, students completed a
multiple-choice quiz consisting of ten questions, each worth
ten points, for a total possible score of 100. Based on assess-
ment scores, students were assigned performance tiers using a

medal-based classification scheme in accordance with Bloom’s
taxonomy:

• Gold: Score greater than 90%
• Silver: Score greater than 70% and up to 90%
• Bronze: Score greater than 50% and up to 70%
These performance tiers were then mapped onto the same

four-level knowledge scale to enable direct comparison with
pre-lab knowledge levels:

• Level 0: No medal (below Bronze)
• Level 1: Bronze medal
• Level 2: Silver medal
• Level 3: Gold medal
This unified level-mapping approach enables consistent

measurement of knowledge growth across heterogeneous as-
sessment formats while preserving the interpretability of learn-
ing progression.

2) Evaluation Results: The pre-lab results for CC and
MLOps, as shown in Fig. 4 and Fig. 6, indicate that the
majority of students entered the lab with limited to moderate
prior exposure (Levels 0-2), as summarized in Table II which
presents the student distribution across knowledge levels for
these modules. However, the post-lab results collected after
module completion, as shown in Fig. 5 and Fig. 7, show
knowledge progression in comparison to the pre-labs for both
CC and MLOps modules respectively. This shift suggests
substantial learning gains attributable to the instructional de-
sign and hands-on structure of the labs. While the two mod-
ules differ in technical focus, both exhibit consistent upward
movement toward higher knowledge levels, indicating that
the shared assessment framework effectively captures learning
progression across distinct domains.

TABLE II Student distribution across knowledge levels.

Level CC Module MLOps Module
Pre-Lab Post-Lab Pre-Lab Post-Lab

Level 0 8 1 12 0
Level 1 9 1 12 1
Level 2 5 6 3 3
Level 3 2 16 1 24
Total 24 24 28 28

These findings validate the effectiveness of both the Con-
fidential Computing and MLOps modules in enhancing stu-
dents’ understanding of foundational concepts and workflows.
The observed improvements across knowledge levels, coupled
with high post-assessment performance, demonstrate the ef-
ficacy of the MCD platform’s integrated, application-inspired
assessment approach for measuring learning outcomes in mod-
ular technical education. The consistency of learning gains
across modules further suggests that the platform generalizes
well across distinct yet complementary technical domains.

3) User Engagement: To further examine learner engage-
ment within each module, we analyzed user progression across
individual lab steps. Fig. 8 and Fig. 9 illustrate the distribution
of users across lab steps for the CC and MLOps modules,



Fig. 4: Student self-reported knowledge percentages before starting
the CC module.

Fig. 5: Technical assessment results after completing CC module.

respectively. Each lab step corresponds to a distinct stage
in the learning workflow, enabling insight into where users
spend the most time and how engagement evolves as tasks
become more hands-on. In both modules, the initial steps
(Steps 0–2) are primarily learning-oriented, focusing on con-
ceptual understanding, environment setup, and familiarization
with tools and workflows. The remaining steps emphasize
hands-on and practical activities, including implementation,
execution, and validation of end-to-end pipelines. The CC
module consists of six total steps, while the MLOps module
includes five steps, reflecting differences in instructional scope
and workflow structure.

The engagement distributions indicate that a smaller number
of users remain concentrated in the early learning steps, while
a larger proportion progress into the later hands-on stages.
In particular, both modules show a pronounced increase in
user presence in the final lab steps, suggesting strong follow-
through and sustained engagement as learners transition from
conceptual learning to applied implementation. This trend
highlights the effectiveness of the scaffolded lab design in
encouraging users to complete practical tasks rather than
disengaging after introductory content.

Overall, these engagement patterns suggest that the balance
between learning-focused and hands-on steps supports contin-
ued user participation and reinforces the practical, application-
driven nature of the MCD platform’s instructional approach.

B. Qualitative Evaluation

A content review was conducted to assess instructional
quality based on best practices. The qualitative evaluation
criteria summarized in Table III align with instructional design

Fig. 6: Student self-reported knowledge percentages before starting
the MLOps module.

Fig. 7: Technical assessment results after completing MLOps module.

quality dimensions commonly used in empirical evaluations
of learning systems, including clarity of objectives, hands-
on engagement, scaffolded progression, and usability [25].
Both modules emphasize guided, hands-on learning using real-
world tools like Docker, AWS EC2, MLflow, and the Certifier
Framework, helping learners build both technical fluency and
a strategic grasp of DevOps.

TABLE III Instructional Content Evaluation Summary
Criterion Outcome
Learning Objectives Clearly defined and actionable
Hands-on Practicality Cloud-based deployment scenarios with real-

world relevance
Industry Relevance Aligned with current trends in Confidential

Computing and AI DevOps
Scaffolded Learning Progressive exercises from setup to advanced

deployment
Self-Paced Usability Independent modules; compatible with asyn-

chronous learning

VI. CONCLUSION AND FUTURE WORK

In this paper, we introduced two advanced learning
modules: (1) Confidential Computing to Secure Data Pro-
cessing using Certifier Framework, and (2) MLOps with
MLflow for AI-based Scientific Workflows on the Miz-
zou Cloud DevOps (MCD) platform, a self-service, interac-
tive environment designed to teach Cloud DevOps concepts
through real-world, application-inspired scenarios. This ex-
tends the platform’s instructional scope, which already in-
cludes modules on Kubernetes, KubeEdge, Software-Defined
Networking, Jenkins, VMware Tanzu, Ansible, Kubeflow, and
Prometheus/Grafana. The evaluation results demonstrate that
both modules effectively support hands-on learning through
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Fig. 8: Distribution of users across lab steps in the Confidential
Computing (CC) module. Steps 0–2 correspond to learning-oriented
activities, while Steps 3–5 represent hands-on and practical imple-
mentation tasks.
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Fig. 9: Distribution of users across lab steps in the MLOps module.
Steps 0–2 correspond to learning-oriented activities, while Steps 3–4
represent hands-on and practical implementation tasks.

real-world, application-inspired DevOps scenarios. Quantita-
tive assessment results show measurable knowledge gains
across learners with diverse academic backgrounds. The ob-
served upward shifts in post-assessment performance across
both modules indicate successful acquisition of foundational
concepts in secure DevOps and MLOps workflows. Qualitative
analysis highlights strong instructional design characteristics,
including clear learning objectives, scaffolded progression,
and industry relevance. These findings suggest that the MCD
platform accommodates learners from multiple disciplines,
such as science, engineering, informatics, and healthcare,
while providing meaningful exposure to modern DevOps tools
and practices.

In the future, we plan on expanding the MCD platform
by developing compound modules integrate multiple DevOps
technologies, fostering a systems-level understanding of end-
to-end pipelines. Future work will also incorporate participa-
tory design approaches and broader evaluation across larger
and more diverse learner populations to further refine in-
structional content and ensure continued alignment with the
evolving DevOps and AI engineering landscape.
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